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REGRESSION MODELS

• Data: {yi, xi; i = 1, . . . , n}.

• Model: For each i, yi = β1 + β2xi + ǫi where ǫi ∼ N(0, σ2).

• Here β1, β2 and σ2 are unknown.

• This is the simple linear regression model:

E(yi|xi) = β1 + β2xi.

• Application? Model for blood pressure vs. age. (Diagram)
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MATRIX-VECTOR FORMULATION:

y = Xβ + ǫ

(n×1) (n×p)(p×1) (n×1)

with p = 2 and 1s in the first column of X.

Approach : use Least Squares (Maximum Likelihood):

β̂ = arg minβ

∑

i

(yi − β1 − β2xi)
2

= arg minβ ||y − Xβ||22
= arg maxβ p(y|X, β),

since

p(y|X, β) = {√(2πσ2)}−n/2exp {−||y − Xβ||22/(2σ2)}.
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SOLUTION : β̂ satisfies

X⊤Xβ̂ = X⊤y

β̂ = (X⊤X)−1X⊤y.

If model is correct then

β̂ ∼ N(β, σ2(X⊤X)−1),

from which (frequentist) interval estimates can be obtained.

In general, for many ML scenarios, for large n, approximately,

β̂ ∼ N(β, Σβ̂),

for a certain Σβ̂.

β̂ is asymptotically unbiased and consistent (efficient).
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However, must have p < n otherwise (X⊤X) is singular and asymptotic theory breaks

down. What if p > n or even p >> n, e.g. n = 50, p = 20000 (in regression or some

other context)?

Areas of application : genomics (microarrays) Diagram, climatology, image analysis,

document classification.

Methods of Regularisation or Penalised LS/ML.
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Try

β̂R = (X⊤X + λ2I)−1X⊤y.

Trade off ‘bias’ and ‘variance’ - Ridge Regression (1970). Interpretations of β̂R:

•
β̂R = arg minβ{||y − Xβ||22 + λ2||β||22}.

L2 regularisation, penalised LS/ML, Bayesian posterior mode:

p(β|y) ∝ p(y|β)p(β).

• β̂R minimises ||y − Xβ||22 subject to ||β||22 ≤ c2(λ2).

• β̂R minimises ||β||22 subject to ||y − Xβ||22 ≤ b2(λ2).

However, X⊤X + λ2I is still a large matrix!
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Seek a sparse ‘solution’ for β, i.e. one in which many of the elements are zero. After

all, if n < p it is intuitively plausible that only sparse solutions can be obtained

‘reliably’.

What about changing the constraint? Try L0 regularisation.

• find β̂0 = arg minβ{||y − Xβ||22 + λ0||β||0},
where ||β||0 = card(β).

• β̂0 minimises ||y − Xβ||22 subject to ||β||0 ≤ c0(λ0).

• β̂0 minimises ||β||0 subject to ||y − Xβ||22 ≤ b0(λ0).

This is combinatorially impractical.
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Split the difference! What about L1 regularisation,

• β̂L = arg minβ{||y − Xβ||22 + λ1||β||1},
where ||β||1 =

∑

j |βj |?

• β̂L minimises ||y − Xβ||22 subject to ||β||1 ≤ c1(λ1).

• β̂L minimises ||β||1 subject to ||y − Xβ||22 ≤ b1(λ1).

This is called the Lasso - a dominant theme in the SCH January workshop;

computation is feasible and a simple geometrical picture suggests that it should lead

to sparse solutions (Diagram).
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SUMMARY OF THE MAIN AIMS

• Identify exactly which components of β are zero and which are not, i.e. the

support of β.

• Estimate ‘reliably’ the true values of the nonzero components, assuming the

model is correct.

• Do this ‘as well’ as one could be expected to do if the identities of the nonzero

components were known from the beginning (the oracle property).
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The Dantzig selector (Candes & Tao).

Here β̂D minimises ||β||1 subject to supβ||X⊤(y − Xβ)|| ≤ cD

√

(2log p)σ. Let

card(β) = k. Then, if k < n, the oracle property obtains with overwhelming

probability. (Linear programming.)

The noise-free case (Donoho, Tanner).

If y = Xβ, δ = k/n and ρ = n/p, then there is a crucial threshold (phase transition!)

for n in terms of the probability of identifying the nonzero components of β -

Diagram.

With overwhelming probability (associated with the choice of X), the solution of the

L1 regularization problem solves the L0 regularization problem for most β provided

that (ρ, δ) falls below the transition boundary.
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Back to the Lasso (Wainwright)

Under certain assumptions about X the probability that the Lasso correctly identifies

the support set of β is evaluated as a function of n, p and k. In the limit,

• if n > 2k log (p − k) then P(success) tends to 1;

• if n < (1/2)k log (p − k) then P(success) tends to 0.

11



Sparse βs throw out variables, leaving an informative k-dimensional linear subspace of

the data-space - variable selection. Why not seek different types of informative

k-dimensional linear subspaces (Dennis Cook)?

Sufficient dimension reductions reduce dim(x) without loss of information about

the distribution of Y |X. Various ways of defining a sufficent reduction, R(X):

• X|y, R(X) ∼ X|R(X) (inverse regr.)

• Y |X ∼ Y |R(X) (forward regr.)

• Y independent of X|R(X) (joint)

Cook takes the inverse-regression approach, proposing a model of the form

xy = µ + Γzy + ǫ

with Γ a p × k matrix with the goal that Xy ∼ X|y. Here the vector zy contains

latent/factor variables.

Jordan takes a more nonparametric approach to the joint strategy.
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Other versions of the regression approach involve more complicated versions of the

regression function.

• SpAM (Lafferty, Wasserman et al.) - sparse estimation of a function, rather

than a vector, using generalised additive models:

yi =

p
∑

j=1

fj(xij) + ǫi.

• BART (George et al.) - Bayesian additive regression trees, in which the

regression function is the sum of ‘trees’:

yi =
m

∑

j=1

fj(xi; Tj , βj) + ǫi.
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A variation of the regression problem is that of CLASSIFICATION or

discriminant analysis, in which yi is categorical or binary, e.g. image type or

disease category. Objective is to estimate a classification rule for future ‘patients’ on

the basis of their x given ‘training data’ from people whose disease category is known

- supervised learning. Many approaches, from statistics and machine learning,

the latter including the so-called support vector machine - diagram of simple

version. The large p - small n problem arises here too and the method can also be

described in terms of constrained optimisation.
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An unfairly brief word about VISUALISATION.

The facility to look at data is vital, and hard to achieve in high dimensions. However,

the power of modern computers is there to be exploited.

• Facility to observe a wide range of random projections, etc. (Dianne Cook).

• The Grand Tour - generalised rotations in high dimensions; representations of

points as lines or curves (Wegman).
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BAYESIAN ANALYSIS IN ‘MISSING-DATA’ CONTEXTS

Recall the key equation in Bayesian analysis:

p(β|y) ∝ p(y|β) p(β),

with normalising constant

p(y) =

∫

β

p(y|β) p(β) dβ.

Both p(β|y) and p(y) are of interest.

If there are missing/latent data Z then complications arise. Often (not always!),

analysis would be easy were Z known, e.g. simple formulae for

p(y, Z|β) , p(β|y, Z).

How to deal with missing/latent data?

Stochastic method : Use MCMC to generate realisations from p(Z, β|y). The

corresponding realisations of β are a sample from p(β|y):

p(Z, β|y) ∝ p(y, Z, β) = p(y, Z|β)p(β).
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Variational method : Choose qy(Z, β) optimally but of a convenient structure to

minimise KL(qy, p), where p denotes p(Z, β|y) and KL denotes Kullback-Leibler

directed divergence. In fact,

log p(y) =

∫

z

∫

β

qy(Z, β) log{p(y, Z, β)

qy(Z, β)
}

+ KL(qy, p),

so that the minimiser of KL(qy, p) maximises

∫

Z

∫

β

qy(Z, β) log{p(y, Z, β)

qy(Z, β)
}. (1)

Note: The resulting value of (1) provides a ‘best’ lower bound approximation to

log p(y), useful in Bayesian model selection.
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Typical structure:

qy(Z, β) = q(Z)
y (Z) × q(β)

y (β),

and q
(β)
y (β) is used to approximate p(β|y). General comments:

• If p(β) is a conjugate prior for the complete-data model then q
(β)
y (β) takes the

same conjugate form.

• The ‘true’ p(β|y) is NOT of this conjugate form: is this a problem?

• This area has links to statistical physics - mean-field approximations,

problems with partition functions, free energy, Markov random fields,

etc.
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A coming attraction!

MORE UNKNOWNS THAN EQUATIONS? NOT
A PROBLEM! USE SPARSITY!

David Donoho (Stanford)

Rothschild Visiting Professor Seminar, March 17, 5pm
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